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Cognitive science has a long-standing and important relationship to the
computer. The computer has provided a tool whereby we have been
able to express our theories of mental activity; it has been a valuable
source of metaphors through which we have come to understand and
appreciate how mental activities might arise out of the operations of
simple-component processing elements.

I recall vividly a class I taught some fifteen years ago in which I
outlined the then-current view of the cognitive system. A particularly
skeptical student challenged my account with its reliance on concepts
drawn from computer science and artificial intelligence with the ques-
tion of whether I thought my theories would be different if it had
happened that our computers were parallel instead of serial. My re-
sponse, as I recall, was to concede that our theories might very well be
different, but to argue that that wasn’t a bad thing. I pointed out that
the inspiration for our theories and our understanding of abstract phe-
nomena always is based on our experience with the technology of the
time. I pointed out that Aristotle had a wax tablet theory of memory,
that Leibniz saw the universe as clockworks, that Freud used a hydraulic
model of libido flowing through the system, and that the telephone-
switchboard model of intelligence had played an important role as well.
The theories posited by those of previous generations had, I suggested,
been useful in spite of the fact that they were based on the metaphors
of their time. Therefore, I argued, it was natural that in our generation—
the generation of the serial computer—we should draw our insights
from analogies with the most advanced technological developments of
our time. I don’t now remember whether my response satisfied the
student, but I have no doubt that we in cognitive science have gained
much of value through our use of concepts drawn from our experience
with the computer.

In addition to its value as a source of metaphors, the computer differs
from earlier technologies in another remarkable way. The computer can
be made to simulate systems whose operations are very different from
the computers on which these simulations run. In this way we can use
the computer to simulate systems with which we wish to have experi-
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ence and thereby provide a source of experience that can be drawn
upon in giving us new metaphors and new insights into how mental
operations might be accomplished. It is this use of the computer that
the connectionists have employed. The architecture that we are explor-
ing is not one based on the von Neumann architecture of our current
generation of computers but rather an architecture based on consider-
ations of how brains themselves might function. Our strategy has thus
become one of offering a general and abstract model of the computa-
tional architecture of brains, to develop algorithms and procedures well
suited to this architecture, to simulate these procedures and architecture
on a computer, and to explore them as hypotheses about the nature of
the human information-processing system. We say that such models
are neurally inspired, and we call computation on such a system brain-
style computation. Our goal in short is to replace the computer metaphor
with the brain metaphor.

4.1 Why Brain-Style Computation?

Why should a brain-style computer be an especially interesting source
of inspiration? Implicit in the adoption of the computer metaphor is an
assumption about the appropriate level of explanation in cognitive sci-
ence. The basic assumption is that we should seek explanation at the
program or functional level rather than the implementational level. It is
thus often pointed out that we can learn very little about what kind of
program a particular computer may be running by looking at the elec-
tronics. In fact we don’t care much about the details of the computer
at all; all we care about is the particular program it is running. If we
know the program, we know how the system will behave in any situ-
ation. It doesn’t matter whether we use vacuum tubes or transistors,
whether we use an IBM or an Apple, the essential characteristics are
the same. This is a very misleading analogy. It is true for computers
because they are all essentially the same. Whether we make them out
of vacuum tubes or transistors, and whether we use an IBM or an Apple
computer, we are using computers of the same general design. When
we look at essentially different architecture, we see that the architecture
makes a good deal of difference. It is the architecture that determines
which kinds of algorithms are most easily carried out on the machine
in question. It is the architecture of the machine that determines the
essential nature of the program itself. It is thus reasonable that we
should begin by asking what we know about the architecture of the
brain and how it might shape the algorithms underlying biological
intelligence and human mental life.

The basic strategy of the connectionist approach is to take as its
fundamental processing unit something close to an abstract neuron. We
imagine that computation is carried out through simple interactions
among such processing units. Essentially the idea is that these process-
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ing elements communicate by sending numbers along the lines that
connect the processing elements. This identification already provides
some interesting constraints on the kinds of algorithms that might
underlie human intelligence.

The operations in our models then can best be characterized as “neur-
ally inspired.” How does the replacement of the computer metaphor
with the brain metaphor as model of mind affect our thinking? This
change in orientation leads us to a number of considerations that further
inform and constrain our model-building efforts. Perhaps the most
crucial of these is time. Neurons are remarkably slow relative to com-
ponents in modern computers. Neurons operate in the time scale of
milliseconds, whereas computer components operate in the time scale
of nanoseconds—a factor of 10° faster. This means that human processes
that take on the order of a second or less can involve only a hundred
or so time steps. Because most of the processes we have studied—
perception, memory retrieval, speech processing, sentence comprehen-
sion, and the like—take about a second or so, it makes sense to impose
what Feldman (1985) calls the “100-step program” constraint. That is,
we seek explanations for these mental phenomena that do not require
more than about a hundred elementary sequential operations. Given
that the processes we seek to characterize are often quite complex and
may involve consideration of large numbers of simultaneous con-
straints, our algorithms must involve considerable parallelism. Thus
although a serial computer could be created out of the kinds of com-
ponents represented by our units, such an implementation would surely
violate the 100-step program constraint for any but the simplest pro-
cesses. Some might argue that although parallelism is obviously present
in much of human information processing, this fact alone need not
greatly modify our world view. This is unlikely. The speed of compo-
nents is a critical design constraint. Although the brain has slow com-
ponents, it has very many of them. The human brain contains billions
of such processing elements. Rather than organize computation with
many, many serial steps, as we do with systems whose steps are very
fast, the brain must deploy many, many processing elements coopera-
tively and in parallel to carry out its activities. These design character-
istics, among others, lead, I believe, to a general organization of
computing that is fundamentally different from what we are used to.

A further consideration differentiates our models from those inspired
by the computer metaphor—that is, the constraint that all the knowl-
edge is in the connections. From conventional programmable computers
we are used to thinking of knowledge as being stored in the state of
certain units in the system. In our systems we assume that only very
short-term storage can occur in the states of units; long-term storage
takes place in the connections among units. Indeed it is the connec-
tions—or perhaps the rules for forming them through experience—that
primarily differentiate one model from another. This is a profound
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difference between our approach and other more conventional ap-
proaches, for it means that almost all knowledge is implicit in the struc-
ture of the device that carries out the task rather than explicit in the
states of units themselves. Knowledge is not directly accessible to in-
terpretation by some separate processor, but it is built into the processor
itself and directly determines the course of processing. It is acquired
through tuning of connections as these are used in processing, rather
than formulated and stored as declarative facts.

These and other neurally inspired classes of working assumptions
have been one important source of assumptions underlying the con-
nectionist program of research. These have not been the only consid-
erations. A second class of constraints arises from our beliefs about the
nature of human information processing considered at a more abstract,
computational level of analysis. We see the kinds of phenomena we
have been studying as products of a kind of constraint-satisfaction
procedure in which a very large number of constraints act simulta-
neously to produce the behavior. Thus we see most behavior not as the
product of a single, separate component of the cognitive system but as
the product of large set of interacting components, each mutually con-
straining the others and contributing in its own way to the globally
observable behavior of the system. It is very difficult to use serial
algorithms to implement such a conception but very natural to use
highly parallel ones. These problems can often be characterized as best-
match or optimization problems. As Minsky and Papert (1969) have
pointed out, it is very difficult to solve best-match problems serially.
This is precisely the kind of problem, however, that is readily imple-
mented using highly parallel algorithms of the kind we have been
studying.

The use of brain-style computational systems, then, offers not only a
hope that we can characterize how brains actually carry out certain
information-processing tasks but also solutions to computational prob-
lems that seem difficult to solve in more traditional computational
frameworks. It is here where the ultimate value of connectionist systems
must be evaluated.

In this chapter I begin with a somewhat more formal sketch of the
computational framework of connectionist models. I then follow with
a general discussion of the kinds of computational problems that con-
nectionist models seem best suited for. Finally, I will bnefly review the
state of the art in connectionist modeling.

The Connectionist Framework
There are seven major components of any connectionist system:

* a set of processing units;

- a state of activation defined over the processing units;
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* an output function for each unit that maps its state of activation into an
output;

- a pattern of connectivity among units;

* an activation rule for combining the inputs impinging on a unit with
its current state to produce a new level of activation for the unit;

- a learning rule whereby patterns of connectivity are modified by
experience;

* an environment within which the system must operate.

Figure 4.1 illustrates the basic aspects of these systems. There is a set
of processing units, generally indicated by circles in my diagrams; at
each point in time each unit ; has an activation value, denoted in the
diagram as a; (t); this activation value is passed through a function f; to
produce an output value o;(t). This output value can be seen as passing
through a set of unidirectional connections (indicated by lines or arrows
in the diagrams) to other units in the system. There is associated with
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Figure 4.1 The basic components of a parallel distributed processing system
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